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Global Research Outreach_2026_Call for Proposal
Theme: AI System Architecture 
- Sub-Theme: Persistent Memory AI System 

This research aims to enable context-length-free AI agents by overcoming the fixed context-window limitation of stateless LLMs while maintaining practical memory, bandwidth, and latency efficiency in real-world deployments.
Modern AI agents perform iterative reasoning, planning, tool use, and verification, which continuously accumulate conversation history and intermediate results, rapidly increasing the amount of context that must be processed. However, current LLMs are fundamentally "stateless" and can only utilize information within a fixed context window. As a result, they often fail to preserve long user inputs or extended agent execution histories, leading to the loss of important contextual information. Moreover, as the context length grows, the size of the KV cache and the cost of attention computation also increase, causing higher GPU memory usage, greater memory bandwidth pressure, and longer prefill and decode latency, which makes it difficult to satisfy service-level objectives in real-world deployments. Therefore, research on overcoming or complementing the context window limitation of existing LLMs is becoming increasingly important
We thus look for innovators in Agentic AIs and context-length free, episodic memory who can contribute to this challenging project. These directions are essential for enabling AI agents to consistently leverage past context and experience during long-term interactions and complex task execution while maintaining practical performance efficiency. Proposals should detail feasibility studies and projected outcomes in areas such as but not limited to:
· Research on a new methodology that can rapidly process more than 10M tokens on models exceeding 100B, beyond existing LLMs.
· Present a memory framework that enables the system to engage in lifelong learning rather than being limited to short‑term inference
· Beyond simple static knowledge (RAG), actively externalize the agent’s experiences as knowledge and implement a forgetting mechanism
· State‑based model architectures such as Mamba
· Neural long‑term memory approaches that store past token information in the weights of small learning models, such as Google Titans, TTT‑E2E
· Accelerate long‑sequence prompts using Tiered‑Memory or Computable Memory to meet SLO requirements
· Blend KVCache to maximize reuse, thereby reducing the TTFT time of prefill caused by long sentences
· Compress KVCache or select only important KVCache for decoding for long sentences, thus decreasing TPOT

※ The topics are not limited to the above examples and the participants are   
   encouraged to propose the original idea.

※ Funding: Up to USD 150,000 per year
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