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SYSTEMS PERFORMANCE BENCHMARK SUITE FOR AGENTIC ORCHESTRATION FRAMEWORKS
1. Background
Agentic orchestration frameworks — Claude Code, Cursor, Aider, OpenAI Codex CLI, LangGraph-based agents, and similar systems — are now a meaningful and growing class of workload on developer and server hardware. Existing evaluations of these systems focus almost exclusively on model quality: accuracy on SWE-bench, HumanEval, τ-bench, MMLU, and related task suites.
Comparatively little public work characterizes the host system behavior of these frameworks. With the Model Context Protocol (MCP) and tool use now standard, a single agent turn routinely fans out into local subprocesses, file I/O, syntax/AST tooling, container runtimes, embedding/RAG indices, headless browsers, and locally hosted models — all interleaved with remote model API calls. The CPU, memory subsystem, storage stack, NIC, and increasingly the local GPU are first-class participants in the end-to-end latency and cost of an agent.
There is no standard, reproducible way today to answer questions such as:
· How does agent end-to-end latency decompose across model-API wait, local CPU work, I/O, and GPU work?
· Which CPU microarchitectural features (cache hierarchy, SMT, vector units, P/E core mix) matter most for orchestration overhead?
· How do two laptops, two cloud instance types, or two CPU generations compare for the same agentic workload?
· Where should hardware designers and framework authors invest next?
· How do we transition from model-centric optimization to system-centric orchestration to ensure that the underlying hardware platform can effectively sustain the computational and memory demands of AGI-scale workloads?
2. Objective
We are soliciting proposals to design, implement, and publish a systems performance benchmark suite for agentic orchestration frameworks, with the following properties:
1. Workload-partitioned: traces and synthetic kernels grouped by the system characteristic they stress (compute, memory bandwidth, I/O, concurrency, GPU compute, network).
1. Framework-agnostic: covering at least three orchestration frameworks, with an extensible harness.
1. Hardware-comparable: producing a fixed metric set that yields meaningful comparisons across modern CPUs and GPUs and is forward-compatible with future hardware (e.g., NPU/AI-accelerator-equipped SoCs, CXL-attached memory, heterogeneous-core CPUs).
1. Reproducible: shipped as runnable artifacts with locked dependencies, deterministic inputs, and a metric collection layer that does not require respondents to re-instrument each framework.
3. Scope of Work
3.1 Benchmark Suite
	Category
	Representative Workloads

	CPU compute
	AST parsing, tree-sitter incremental reparse, linters/type-checkers, diff/patch application, regex/grep at repo scale

	Memory & cache
	Large-context tokenization, long-conversation state hydration, embedding-index lookups, JSON streaming parse

	Storage I/O
	Repo-wide file reads, build caches, vector-DB persistence, log/trace writes

	Concurrency & scheduling
	Parallel tool calls, MCP server fan-out, subprocess management under load

	Local GPU / accelerator
	Local embedding models, small local LLMs as MCP backends, on-device speech, image OCR for screenshots

	Network & API mediation
	Streaming SSE handling, retry/backoff under loss, request batching, TLS overhead

	End-to-end agent loops
	Bug-fix loop, refactor loop, test-generation loop, doc-generation loop — replayed against mocked model endpoints to isolate host-side cost


The proposal must define and implement a concrete set of benchmarks. At minimum, we expect coverage across the following workload categories:
Proposals should justify the chosen workloads and explicitly map each to the system characteristic it targets.


3.2 Metrics
The proposal must specify a core metric set, including but not limited to:
· Time decomposition per agent turn: model-wait, CPU-busy, I/O-wait, GPU-busy, sync/idle.
· Throughput: tool calls/sec, tokens processed/sec (local), files indexed/sec.
· Tail latency (p50/p95/p99) for tool dispatch and MCP round-trips.
· Resource efficiency: instructions per turn, DRAM bytes per turn, energy per turn (where measurable via RAPL, power metrics, or NVML).
· Scalability: behavior vs. core count, vs. context length, vs. parallel-tool degree.
· A normalized cross-hardware score with documented weighting and a published rationale.
Mocked or recorded model end points must be used so that hardware comparisons are not confounded by network/model variance.
3.3 Artifacts
Deliverable artifacts must include:
· A single-command runner (./run-benchmark) that executes the suite, collects metrics, and emits a machine-readable report (JSON + human-readable summary).
· Container images and/or Nix/uv lockfiles for full dependency reproducibility.
· A trace replay harness for the mocked model endpoint, with published traces under a permissive license.
· Adapters for at least three orchestration frameworks (Claude Code and two others, with one preferably open-source).
· A metric collection layer using OS-native counters (perf, eBPF, ETW, power metrics, NVML, DCGM) with a documented fallback path.
· A results visualization/comparison tool (CLI or web) that can ingest multiple result sets.
· Documentation: setup, methodology, threats to validity, and an extension guide.
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4. Proposal Requirements
Proposals must provide a comprehensive technical and operational plan. To be considered for review, the following elements must be detailed:
4.1 Technical Approach & Innovation
· Methodology: Detailed workload selection and justification, metric definitions, harness architecture, and measurement methodology.
· Innovation & Merit: A clear definition of the proposed innovation compared to existing benchmarking suites or evaluation methodologies. This should include:
· An analysis of the current state-of-the-art and how the proposed approach advances beyond it.
· Quantitative projections for measurement accuracy, coverage, and reproducibility, tied to representative values from authoritative industry or academic publications.
· Outcomes & Impact:
· Quantifiable outcomes defined via Objectives and Key Results (OKRs) and Key Performance Indicators (KPIs).
· An assessment of the potential impact on AI/ML hardware/software co-design, including a strategic plan for potential commercial applications in AI-heavy industries.
4.2  Execution Plan & Budget
· Deliverables: Clear definition of expected artifacts, such as a novel measurement methodology, software library extensions, a detailed performance analysis report, and academic publications.
· Hardware Access Plan: A detailed strategy for obtaining and verifying the required hardware evaluation matrix 
· Team and prior work: relevant experience in systems benchmarking or agent infrastructure.
· Timeline: A phased project plan with clear milestones 
· Budgetary Breakdown: A comprehensive, itemized budget including hardware, SW, cloud resources, and personnel.
· The budget must include overhead costs with a clear calculation methodology.
· Funding requests should be reasonable relative to the number of student researchers fully dedicated to the project



5. Submission Guidelines & Compliance
To ensure fairness and regulatory adherence, all submissions must follow these mandates:
5.1  Format & Constraints
· Page Limit: The proposal must be limited to 6 pages, excluding appendices.
· Submission Format: Submit as a single PDF, including links to any existing prototype repositories.
5.2  Export Control Compliance
The Project Investigator (PI) must ensure strict compliance with all applicable export control regulations, including updated announcements from the Bureau of Industry and Security (BIS). This includes:
· Ensuring all project personnel are aware of and comply with relevant export control regulations.
· Implementing measures to prevent unauthorized disclosure or transfer of controlled technology.
· Obtaining all required export licenses or authorizations prior to any transfer of controlled items.
· Failure to comply may result in severe legal, financial, and reputational consequences.

Samsung AGI Computing Lab University Program Overview
This program is open to world-leading universities and designed to create opportunities to explore breakthrough & innovative research. For more information, please refer to our website.
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