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Executive summary

Enhancing KV cache capacity and performance with CXL memory pool

This white paper analyzes the performance impact of KV cache offloading using vLLM and LMCache on an NVIDIA Blackwell-based
system (8% RTX PRO 6000 GPUs) with a CXL 2.0 switch—based memory pool. Support for interleaving across CXL memory devices is not
currently available in CXL switch environments. In addition, effective utilization of PCle Gen5 x16 bandwidth requires an LMCache NUMA
interleaving policy and CUDA-based memory pinning for CXL memory.

To address these considerations and achieve optimal performance, the following host-level optimizations were applied:
1) Enabling interleaving across DSPs using a custom in-house kernel

2) Modifying LMCache to support NUMA interleaving

3) Configuring CXL memory in the normal zone to enable memory pinning within the CXL region

Performance evaluation in this optimized environment shows:

1) In a single-GPU configuration (TP=1), a CXL memory—based memory pool used as the LMCache backend achieves performance
comparable to DRAM.

2) In a multi-GPU configuration (TP=8), a CXL memory—based memory pool used as the LMCache backend achieves approximately 92%
of DRAM performance.

3) Across varying KV cache sizes (TP=1), the CXL memory pool maintains a high cache hit rate without recomputation overhead, while
delivering performance comparable to DRAM.

The evaluated system consists of GPUs connected to a PCle switch, which is linked to a single CPU via a PCle Gen5 x16 interface. Memory
expansion is enabled through CXL and a CXL-based memory pool in this environment.

These results demonstrate that a CXL switch—based memory pool can significantly expand memory capacity beyond local DRAM while
maintaining near-DRAM application performance.

Background: scaling KV cache with CXL memory pool

Large Language Models (LLMs) have become a foundational technology across a wide range of industries, including search,
conversational agents, and code generation. As model size and input context length continue to grow, the computational requirements
and memory demands during inference increase rapidly. The key—value (KV) cache generated for each token must reside in memory to
avoid redundant KV cache recomputation. However, under large batch sizes and long-context settings, it can easily exceed available GPU
memory capacity. Conventional SSD- and RDMA-based offloading approaches can reduce memory usage to some extent; however, data
movement to and from external storage introduces additional latency and bandwidth constraints, which negatively impact Time-to-First-
Token (TTFT) and overall throughput.

To address these limitations, Compute Express Link (CXL) has emerged as a promising solution. CXL provides a high-bandwidth, low-
latency, memory-coherent interconnect, while memory pooling via CXL switches enables flexible and scalable memory sharing by
aggregating disaggregated memory resources into a single logical pool. When CXL Memory Module-DRAM (CMM-D) is applied, this
memory pool is exposed to the system as a NUMA-based node, allowing KV cache data to be distributed and stored efficiently.

In addition, LMCache supports the use of CXL-based memory as NUMA nodes and can scale in CXL switch-based environments. However,
in current CXL switch topologies, CXL interleaving across connected downstream ports (DSPs) is not supported due to architectural

constraints. Therefore, achieving optimal performance requires applying the performance optimizations provided by our custom kernel.



Accordingly, this white paper discusses key considerations for KV cache offloading in CXL switch—based memory pool environments and

presents evaluation and analysis results on application-level performance benefits and memory scalability.

LLM inference and KV cache offloading
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Figure1. LLM inference flow with KV cache

LLMs generate text by repeatedly using the attention key and value tensors produced in previous steps to predict subsequent tokens.
Recomputing these tensors for every new token would introduce substantial computational overhead. To avoid this, LLMs maintain a
temporary memory structure called the KV cache, which stores keys and values generated at previous sequence positions across all
attention layers. By reusing these cached representations, the model eliminates redundant calculations, improving both latency and
throughput during inference.

LLM inference generally consists of two stages: prefill and decode.

- Prefill stage: In the prefill stage, the full prompt (Q) is processed once to generate the initial set of key-value pairs, which are stored
in high bandwidth memory (HBM) as the KV Cache. This stage is compute-bound, dominated by matrix—matrix operations, and it produces
the first output token while initializing the cache for subsequent decoding.

- Decode stage: In the decoding stage, the model uses the stored KV cache together with the most recently generated token to produce
the next token. Only the key-value pair for the new token is computed and appended. Because decoding proceeds token by token, it
requires less compute per step but involves frequent HBM access, making it primarily memory-bound. As a result, the KV Cache plays a
critical role in optimizing decoding performance—particularly for long-context workloads and real-time generation scenarios—by
enabling efficient reuse of previously computed representations.

Samsung CMM-D (CXL Memory Module-DRAM)

Flexible and adaptable memory

Samsung’s CMM-D leverages the PCle 5.0 physical layer and fully supports the CXL 2.0 protocol, ensuring both high-speed data transfer
and compatibility with the latest CPU and system architectures. By using the CXL Type-3 device standard, CMM-D can seamlessly integrate
into server platforms as memory expanders, providing cache-coherent across with reduced latency compared to traditional PCle-attached
storage. This makes it well-suited for Al/ML workloads, large-scale databases, and memory-intensive cloud applications.



Expansion of bandwidth and capacity

A major advantage of CMM-D is its ability to scale system memory for beyond the physical limitations of DDR DIMM slots. While
conventional DRAM channels on CPUs are constrained by the number of DIMM slots and supported capacities, CMM-D connected via CXL
provides additional memory bandwidth and memory wall, addressing both the growing dataset sizes of Al training/inference and the
high-bandwidth requirements of system where CPU computational throughput can be fully utilized without being bottlenecked by
memory resources.

Total Cost of Ownership (TCO) benefits

CMM-D delivers clear advantages in total cost of ownership (TCO). By reducing the need for DRAM over-provisioning, CMM-D minimizes
stranded memory capacity and enables more efficient infrastructure utilization. Its ability to expand memory capacity through PCle/CXL
slots reduces the need for costly CPU or server upgrades, lowering capital expenses. Furthermore, memory pooling allows dynamic
allocation across multiple nodes, improving workload flexibility and consolidation. Combined with reduced power and cooling
requirements, these features translate into lower operational costs and a longer lifecycle for existing infrastructure, making CMM-D a
cost-efficient solution for large-scale and memory-intensive deployments.

Flexible system operation with memory pooling

CMM-D also unlocks a new paradigm in system resource management through memory pooling. By disaggregating memory from the CPU,
CMM-D allows multiple servers to allocate dynamically memory capacity from a shared pool. This reduces standard memory resources,
improves total cost of ownership, and supports highly variable workloads by providing memory “on demand.” For cloud operators and data
centers, this means greater efficiency, better workload consolidation, and the ability to meet diverse application requirements without
over-provisioning physical DRAM in each node.

System configuration and host-level optimization
considerations

System Configurations

The figure below illustrates the configuration of the GPU server (Gigabyte G494-SB1-AAP2) and the CXL switch (H3P Falcon C5022) used
in evaluations (1), (2), and (3) in this whitepaper.

The GPU server is equipped with 8 NVIDIA RTX PRO 6000 Blackwell GPU cards, which are connected to the CPU via a Broadcom PCle
switch. The PCle switch is connected to the CPU through a single PCle Gen5 x16 link. However, the Broadcom PCle switch does not currently
support the CXL protocol. Therefore, to enable CXL switch-based memory pooling, the CXL switch must be connected via a separate PCle
Gen5 x16 FHHL slot to a PCle switch that is directly connected to the CPU. In addition, BIOS support for CXL device enumeration is required
to utilize CXL memory.

The CXL switch used in this evaluation supports up to 22 CMM-D modules. However, in this whitepaper, 4 MD220 256GB modules were
installed, forming a total1 TB CXL memory pool, in order to evaluate application performance across different memory media (DRAM and
CMM-D) undervarying KV cache sizes.

The PCle Gen5 x16 FHHL slot in each socket is connected to a single upstream port (USP) of the CXL switch. Each USP binds 2 downstream
ports (DSPs), with one MD220 256GB module attached to each DSP. As a result, 2 CMM-D modules are connected per socket, resulting in
a total of 4 CMM-D modules forming the memory pool at the server level. In evaluation (3), a1 USP — 4 DSP configuration was used to build
a1TB CXL memory pool.



GPU Server (GIGABYTE G494-SB1-AAP2)
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Figure 2. System block diagram of the evaluation environment



PCle switch-based GPU server architecture: opportunities with CXL memory
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Figure 3. PCle switch topology in a GPU server

GPU servers commonly provided by major server vendors are typically architected such that multiple GPUs, NICs, and NVMe SSDs are
connected to a PCle switch, which connects to the CPU. However, the exact configuration may vary depending on the product and system
architecture. The PCle switch used in the GPU server described in this white paperis based on PCle 5.0 and supports up to 104 PCle lanes.

In PCle switch-based GPU servers, the CPU interconnect can be configured from x16 up to x32. By leveraging a CXL switch, memory
capacity can be expanded while maintaining performance close to the maximum PCle bandwidth. In this architecture, the PCle switch
serves as the critical performance path between the CPU and GPUs. As a result, even if host memory bandwidth (e.g., RDIMM) is
significantly increased, overall system performance is limited by PCle bandwidth.

Therefore, in such an environment, leveraging a CXL switch—based CXL memory pool for KV cache offloading enables efficient utilization
of large-capacity memory while delivering DRAM-like performance even with a small number of USPs. Furthermore, as PCle switches
begin to support CXL, GPU-to-CXL peer-to-peer (P2P) data transfers are expected to occur within the switch fabric without consuming
additional CPU-side PCle lane resources.

System considerations and host-level optimizations

CXL switch considerations - CXL interleaving

The CXL 2.0 specification defines a CXL switch as a VCS (Virtual CXL Switch). However, full support for this capability is still being
progressively introduced across key system components, including CPUs, BIOS, and CXL switches. As a result, there may be certain
limitations in fully utilizing the complete feature set of CXL switches.

The BIOS sets the CFMWS (CXL Fixed Memory Window Structure) to fixed values during the boot stage. However, in the BIOS used in this
evaluation, the topology of the CXL switch is not taken into account, resulting in all CFMWS entries being generated with interleave_way
=1. As a result, even when a CXL switch is connected, the use of hardware-level CXL interleaving may be limited. In addition, CXL switch
chips currently available on the market do not fully support VCS, and therefore CXL interleaving functionality may not be available.
Therefore, even when multiple DSPs on a CXL switch are connected to a single USP, CXL memory interleaving is not supported, and memory
addresses are mapped in a linear mapping as a structural characteristic.

Direct Attached multi-CXL address CXL Switch multi-DSP address

» Interleaving p Linear

Figure 4. Non-interleaved linear address mapping across multiple DSPs in a CXL switch 8



The kernel separates each DSP of the CXL switch into a virtual NUMA node, enabling software-level interleaving across DSPs within the

switch. As a result of applying the kernel, 4 virtual NUMA nodes were exposed in the operating system, as shown in the diagram below.
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Figure 5. SRAT table after applying a custom kernel

In environments with linear address mapping, software-level interleaving can be implemented using the following two approaches.
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Figure 6. Two software-level interleaving approaches

CXL devices can be converted into pmemO0 and pmem1, and interleaving can be achieved by configuring a pmem-stripe setup.

However, this approach does not expose the memory as a NUMA node. Instead, applications must directly access the pmem-

stripe region by mapping it using mmap and performing explicit read/write operations (similar to /dev/dax).

2. Custom Kernel approach

A custom kernel is used to expose multiple virtual NUMA nodes. In this evaluation, virtual NUMA nodes were configured by
modifying the memory attribute field in the SRAT (System Resource Affinity Table), enabling OS-level interleaving across CXL
devices.



Applying CXL switch support to LMCache

To fully utilize the PCle Gen5 x16 throughput of a CXL switch, support for NUMA interleaving policies is required. However, the current
latest version of LMCache (v0.4.3, as of April13,2026) provides only limited NUMA policy support for KV cache offloading. To enhance this
capability, we implemented modifications to the memory management module of LMCache.

We refactored the LMCache memory management pipeline by moving from a Python-callable structure via pybind11 to direct allocation
functions in C++ (e.g., mem_alloc.cpp) to enable NUMA interleaving. In addition, we modified Python components such as
memory_management.py and system_detection.py to support the specification of NUMA policies and node configuration through the
LMCache YAML configuration file.

Resolving the CUDA memory pinning - movable zone issue

In the Linux kernel, memory is managed using a structure called zones. While local DRAM is typically allocated in the Normal zone, CXL
memory is generally placed in the Movable zone due to its hot-pluggable characteristics.

In LMCache, when offloading KV cache to CPU memory, memory pinning is performed using CUDA’'s cudaHostRegister() function.
However, memory pinning only operates within the Normal zone; therefore, it cannot be applied to KV cache offloading in the Movable
zone where CXL memory is typically placed. To enable memory pinning for CXL memory regions, CXL memory must first be allocated to
the Normal zone. This can be achieved using one of the following approaches:

1. Use efi=nosoftreserve in the CRUB_CMDLINE
- Kernel features such as DAX and memory regions cannot be utilized.
2. Use memhp_default_state=online_kernel in the GRUB_CMDLINE
- As CXL memory is placed in the Normal zone, kernel data structures and runtime allocations may be allocated to the CXL memory
region.
3. Use the daxctl reconfigure-device --no-movable command

- During DAX-to-System-RAM conversion, the --no-movable option allows memory to be placed in the Normal zone.

Performance evaluation

To analyze the impact of KV cache offloading across different memory media during the prefill stage of LLM inference, an application-
level evaluation was conducted using the long_doc_ga benchmark provided by LMCache. For this evaluation, a GPU server environment
was configured with NVIDIA Blackwell RTX PRO 6000 GPU cards connected via a PCle switch. KV cache offloading was performed by the
LMCache backend using CXL memory on the CXL switch, enabling analysis of the performance benefits of the memory pool architecture.

Hardware configurations

System GIGABYTE G494-SB1-AAP2

CPU Intel Xeon 6747P @2.7GHz (48cores per socket) 2 Sockets

- Hyper-threading on, SNC on

GPU NVIDIA RTX PRO 6000 Blackwell Server Edition (GDDR7 96GB) * 4ea per Socket

DRAM RDIMM DDR5 128GB 6400Mbps 8CH per Socket

10



CXL Switch H3P Falcon C5022

1USP - 2DSP (MD220 256GB 6400Mbps * 2ea) per Socket

Software configurations

VLLM ver. v0.13.0
LMCache ver. v0.3.12, v0.3.14.devO0 (in-house interleaving-enabled version)
OS ver. Ubuntu 24.04.2 LTS
Kernel ver. linux 6.14.5 (in-house Virtual NUMA node—enabled version)
CUDA ver. 13.0
Model - Llama-3.1 8B (Single GPU, Tensor Parallelism=1 evaluation)
- Llama-4-Maverick-17B-128E-Instruct-FP8 (Multi GPU, Tensor Parallelism=8 evaluation)

Benchmark parameters (long_doc_qga)

num_doc 4
document_length 48,000
output_len 2
repeat-count 500
repeat-mode tile
max-inflight-requests | 100

(1) Performance comparison using LMCache backend across DRAM and CXL
memory pool (TP=1)

In a GPU server where a single GPU card (TP=1) is connected to a PCle switch, the PCle switch is linked to the CPU via a single PCle Gen5
x16 link. In this setup, both DRAM and CXL memory were utilized through the LMCache backend. In addition, within the CXL switch
environment, performance was evaluated by comparing cases with and without a custom kernel that applies interleaving across DSPs for
optimization. The evaluation was conducted using the long_doc_ga benchmark from LMCache, and the parameters were configured to

ensure a100% KV cache hit rate.

As a result, both the case where CMM-D is directly attached and used as the LMCache backend, and the case where a CXL switch-based
memory pool is used as the LMCache backend without applying the custom kernel, operate under PCle Gen5 x8 bandwidth conditions.

This results in a 40% reduction in TPS performance compared to DRAM.

However, when the custom kernel is applied and the CXL switch-based memory pool is used as the LMCache backend, interleaving
between two DSPs on the CXL switch enables application performance comparable to DRAM. This is because the performance required
by a single-GPU, single-vLLM configuration exceeds PCle Gen5 x8 bandwidth but does not fully utilize PCle Gen5 x16 bandwidth. Profiling

of this configuration shows a memory bandwidth of approximately 35 GB/s.
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(2) Performance comparison using LMCache backend across DRAM and CXL
memory pool (TP=8)

A GPU server consisting of 8 GPU cards (TP=8) connected via a PCle switch was evaluated using DRAM and CXL memory as LMCache
backends. Following the same configuration as TP=1, the evaluation was conducted using the long_doc_ga benchmark from LMCache.
The parameters were configured to ensure a100% KV cache hit rate.

To verify correct operation between the official LMCache version and an enhanced version supporting NUMA interleaving for optimized
performance on a CXL switch, a performance comparison was conducted. As shown in the below diagram, no performance difference was

observed between the two versions in the long_doc_ga evaluation.

In addition, application-level evaluation using the improved LMCache code and a custom kernel with a CXL memory-based memory pool
as the LMCache backend showed approximately 92.3% performance relative to DRAM. Using Intel PCM to monitor CXL memory bandwidth,
the bandwidth on the CXL switch was measured at approximately 47 GB/s under TP=8.
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This is because the GPU server used in this evaluation, as shown in the below diagram, is configured such that the PCle switch connected
to the GPU cards is linked to a single CPU via a single PCle Gen5 x16 link. In this architecture, when DRAM or CXL memory is used as the
LMCache backend, the system operates within the bandwidth of the PCle Gen5 x16 interface, resulting in similar application-level

performance.
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Figure 9. GPU server topology with PCle Gen5 x16 CPU-to-PCle switch interconnect

(3) Performance Analysis of KV Cache Capacity across DRAM and CXL memory
pool (TP=1)

To analyze the application-level benefits of memory pool enabled by the high memory scalability of the CXL switch in this server

environment, we evaluated performance under TP=1 while varying the KV cache size and compared DRAM with CXL memory.

We compared application-level performance when KV cache was offloaded to DRAM (512 GB) and to a CXL switch-based memory pool
(1 TB). The 1 TB CXL memory pool was built using a 1 USP-4 DSP configuration. In addition, performance was analyzed by gradually
increasing the number of documents in the long_doc_ga input up to 120, corresponding to a KV cache size of approximately 700 GB.

The evaluation results show that, in the DRAM environment, performance was stably maintained at approximately 370K TPS up to 80
documents (approximately 470 GB KV cache). However, starting from 90 documents (exceeding 512 GB KV cache), performance
degradation was observed due to KV cache recomputation. As the number of documents further increased to 120 (approximately 700 GB
KV cache), TPS dropped significantly to approximately 61K.

In contrast, in the CXL switch-based memory pool environment, TPS performance remained stable at approximately 354K even when

the number of documents reached 120, demonstrating application performance comparable to that of DRAM.
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This demonstrates that, in a GPU server environment where GPU cards are connected via a PCle switch and the PCle switch is connected

to a single CPU through a PCle Gen5 x16 link, a CXL switch-based memory pool leverages high memory scalability to provide sufficient

memory capacity, enabling stable application performance without KV cache re-computation overhead.

conclusion

Recently, the KV cache—an essential component of LLM inference workloads—has drawn attention due to its substantial storage
requirements. As a result, various offloading techniques leveraging DRAM, SSD, and RDMA as target media have been actively explored.

This white paper evaluates the effectiveness of CXL memory and CXL switch—based memory pool expansion for KV cache offloading. In
particular, it shows that a CXL-based memory pool not only overcomes physical capacity limitations but also provides low latency and high
endurance, thereby contributing to improved inference service quality.

The evaluation results indicate that when a CXL switch-based memory pool is used as the backend for LMCache, performance
comparable to that of conventional DRAM can be achieved. In a multi-GPU environment with tensor parallelism, approximately 92% of
DRAM performance is achieved. These results suggest that a CXL memory—-based pool can be effectively utilized as a memory expansion
solution for KV cache offloading.

Furthermore, in GPU server environments where GPUs are connected via a PCle switch, a CXL switch enables memory expansion without
consuming additional CPU PCle lanes, unlike approaches that place CMM-D in CPU-attached PCle slots. This allows a larger volume of KV
cache data from more users to be accommodated, thereby enabling more stable application performance.

However, current CXL switch environments require host-level modifications, including changes to the kernel and software components
such as LMCache, due to several technical considerations. Based on the performance observed in this white paper, the effectiveness of a
CXL 3.0-based memory pooling architecture can be anticipated. These limitations are expected to be progressively addressed as the CXL
3.0 ecosystem matures, with the introduction of platforms such as Intel DMR, AMD Venice, and CXL 3.0 switch—based solutions.

Finally, based on the evaluation results presented in this white paper, we plan to pursue further collaboration to advance the adoption
of CXL memory pooling and expand the ecosystem, building on the LMCache optimizations validated through experimentation.

14



Technical specifications

Samsung CMM-D

Part Number MXFAH2560MBO-CCP MXFAH1280MBO-CCP
Capacity 256GB 128GB

Form Factor E3.52T

Interface PCle 5.0 x8

Protocol CXL2.0

DDR Samsung DDR5

Speed 6400 Mbps

Component Composition (32G x4) x 80 (32G x4) x40
Rank x Organization 4R x 4 2Rx 4
Performance (2R 1W) 36 GB/s

* The contents of this page are provided for informational purposes only. No representation or warranty (whether express or implied) is made by Samsung or any of its
officers, advisers, agents, or employees as to the accuracy, reasonableness or completeness of the information, statements, opinions, or matters contained in this page, and
they are provided on an "AS-IS" basis.

* Samsung will not be responsible for any damages arising out of the use of, or otherwise relating to, the contents of this page. Nothing in this page grants you any license or
rights in or to information, materials, or contents provided in this document, or any other intellectual property.

* The contents of this page may also include forward-looking statements. Forward-looking statements are not guarantees of future performance and that the actual
developments of Samsung, the market, or the industry in which Samsung operates may differ materially from those made or suggested by the forward-looking statements
contained in this page.

* All data on products herein, including their performances, are based on internal testing using standard Samsung benchmarks under laboratory conditions.

* All design, features and specifications represented herein may change without notice.

* Images shown here have been adjusted for demonstration purposes and may appear differently on the actual products.

* Test results do not guarantee future performance under such test conditions, and the actual throughput or performance that any user will experience may vary depending
upon many factors.

* For further details on product specifications, please contact the sales representative of your region.
https://semiconductor.samsung.com/support/contact-info/global-network/

*Toggle is a registered trademark of Toggle, Inc.

* NVMe is a registered trademark of NVM Express. PCl Express and PCle are registered trademarks of PCI-SIG.

* CXL® and Compute Express Link® are registered trademarks of the Compute Express Link Consortium.

About Samsung Semiconductor

Samsung Semiconductor is a global technology leader in advanced memory, logic, and foundry solutions designed for next-generation computing. Our semiconductors power
the future of Al, intelligent edge devices, and embedded platforms—delivering high-performance and energy-efficient solutions. Through close collaboration with customers,
we help optimize system architectures, accelerate time to market, and enable innovation across various applications, including servers, PCs, mobile and automotive. For more
information, please visit semiconductor.samsung.com.

Samsung Electronics Co., Ltd.
1-1, Samsungjeonja-ro, Hwaseong-si, Gyeonggi-do 18448, Korea www.samsung.com 1995-2026

Copyright © 2026 Samsung Electronics Co., Ltd. All rights reserved. Samsung is a registered trademark of Samsung Electronics Co., Ltd. Specifications and designs are subject
to change without notice. Nonmetric weights and measurements are approximate. All data were deemed correct at time of creation, are referenced herein for informational
purposes only and provided “as is" without warranty of any kind, expressed or implied. Samsung is not liable for any errors or omissions in the content of this document and
any reliance on the information provided is at the user’s own risk. All brand, product, service names and logos are trademarks and/or registered trademarks of their respective
owners and are hereby recognized and acknowledged.
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